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ABSTRACT 

 
This paper introduces an agent-based model that utilizes a utility based framework for 
agent behavior that represents action propensity based upon the agent’s volatility and the 
perception of the current environmental context compared to the agent’s ideal context.  
Propensity for an agent to conduct an action is modeled as a logit function.  As the 
environment changes and events occur around the agent, where they fall on the logit 
function will change.  If the logit function exceeds a given value the agent will take an 
action.  Moreover, the threshold that must be exceeded before the agent will take the 
aforementioned action is malleable.  As events occur the agent may lower the threshold 
in an attempt to satisfice (making the best of a bad situation) based upon their perceived 
likelihood for success.  For example, although a suicide bomber would like to attack a 
large crowd, they will attack a small crowd rather than fail completely by being stopped 
while looking for a large crowd.  We experimented with these dynamics as part of an 
agent-based model of a large crowd moving through an entry point.  Security personnel 
are modeled as are civilians and bombers.  As sensors are a critical aspect of the scenario 
high resolution sensor simulations were created to determine the appropriate parameter 
values to use to create “realistic” sensor performance.   

 
INTRODUCTION 

 
This paper introduces a framework for agent-based behavior that models the propensity 

for action based upon the agent’s volatility and the perception of the current environmental 
context as compared to the ideal context. The framework is instantiated as an agent-based model 
that examines the optimal sensor placement and security-force behaviors to thwart a terrorist 
operation.  An extensive exploration through a large variety of simulation runs was conducted.  
This exploration resulted in avenues for additional simulation as well as the need to explore more 
carefully the role of tactics in conjunction with sensor technology in defeating terrorists.  As part 
of the data analysis, the paper compares the model results to those from a formal equation based 
model as described by Kaplan and Kress (Kaplan 2005).  Conclusions are drawn as to the 
additional value of representing the behavior in the agent-based model.  

 
The construction of the paper is as follows.  The concept of activation energy is presented 

as a basis for modeling the internal propensity of red agents to attack.  Activation energy is then 
used as a lens to focus the discussion on satisficing behavior as well as how blue agents might 
defeat the red agents.  The discussion is actualized in the following section that describes the 
simulation framework and presents the results.  Implications for additional work and references 
close the paper out. 
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Activation Energy 

 
Extending the work done in modeling stability and support operations (Koehler 2004), 

we refer to the propensity for an individual to carry out an action as a function of a term called 
activation energy.  Activation energy is modeled as a logit function, whose general form is 
described by Equation 1.  If an individual’s activation energy for a given situation exceeds an 
endogenous threshold then an action is taken.   
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where Lb and Ub are the lower and upper bounds of the function respectively.  Slope is a 
parameter that adjusts the general steepness of the activation energy curve.  In this framework, 
we suggest that one can view the slope parameter as a proxy for volatility; an agent with a large 
slope is considerably more unpredictable than an agent with a smaller slope.  The mean of the 
function m is used as a proxy to model how close the context must be to the ideal value to 
increase activation energy.  The values on the x-axis represent k, the average distance of the 
actual context parameters from the ideal values as measured in percent.  (Negative values of k 
indicate that the average of the parameters is “better” than the mean of the activation energy 
curve).  In this framework distance refers to the geometric distance within this vector space 
rather than physical distance in the simulation.  It should be noted that we are defining one action 
per agent rather than creating a detailed goal hierarchy as other approaches (e.g., Johns 2001). 
We assume that a bad actor only has one goal, that of executing some terrorist action. 
 

 

 

Figure 1  Illustration of Activation Energy 
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To illustrate this concept, consider Figure 1.  In Figure 1, for all curves, m is set to zero 
and the behavior of various values of k are compared at specific slope settings.  As the slope 
approaches zero, the tendency is for the behavior to linearize (e.g., slope = 0.001 and 0.01).  As 
the slope increases to 0.05, the volatility of behavior increases and the distinctive “S” shape 
shows a consistent increase in activation energy exponentially increasing around 0 and leveling 
off as k approaches -100.  At slope = 0.5 there is virtually no increase in activation energy until 
k = 0 at which time the activation energy approaches 1. 
 

We can also use activation energy as an external indicator of the agent’s tendency for 
action.  Agents that have sub-threshold but measurable activation energy can be considered to be 
“telegraphing” their intention to act.  Consider the case of an agent that shows no external 
indicators of untoward behavior until the conditions are ripe for action.  This agent would be 
modeled with a large slope value (e.g., 0.5 in Figure 1).  On the other hand, agents with smaller 
slope values (e.g., 0.01 in Figure 1) show their intentions and build up to activation much more 
slowly. 

 
Representing Satisficing Behavior 

 
Satisficing is a behavior which attempts to achieve at least some minimum level of a 

particular variable, but which does not necessarily maximize its value (see generally, Simon 
1957).  Often satisficing is used within a learning context as an alternative to strict optimization 
(Izquierdo 2004).  It is reasonable and expected that the agents being modeled would exhibit 
satisficing behavior.  Consider the example above, where the agent is taking the decision to carry 
out the negative action.  Only when the agent is directly at the center of a crowded area will the 
activation energy be sufficient to trigger an action. 

 
Satisficing is observed where the agent has determined that the optimal combination of 

parameters is too restrictive, in other words the allowable distance from the actual context to the 
ideal context is too large for activation.  This possibility can be shown using figure 1, where the 
activation energy is shown to be below the mean until the agent is 100 meters from its target.  
When the agent reaches 100 meters from its target the activation energy reaches the mean value 
of 0.5.  In the case where the activation energy threshold is 1.0, the agent will essentially need to 
collocate itself with the target prior to action.  However, if the agent satisfices and reduces the 
activation energy threshold to 0.8, any distance less than 60 meters would suffice for the agent 
(given that the slope of the curve is 0.05). 

 
Satisficing behavior is observed in the model when the agent perceives no other options.  

For example, if an agent perceives impending arrest the agent may trigger an explosive device 
even if the context is significantly far from optimal.  This aspect of behavior is a significant 
factor that contributes to the adversarial reasoning.  To thwart the undesirable actions of a given 
agent, the opposition will attempt to increase the requisite activation energy threshold or increase 
the perceived distance between the actual and ideal context variables.  
 

EXPERIMENTAL FRAMEWORK 
 

A simulation was developed to test these concepts using NetLogo 4.0 (Wilensky 1999).  
The simulation was designed to model an entrance to a public venue.  The entrance is a non-torus 
plane 100 pixels high by 500 pixels wide. In the model there are five major regions to the 
entrance.   Agents are instantiated at the extreme left edge.  From here they move to the right into 



the second region, which is a wide hallway.  At the end of the wide hallway the environment 
narrows to a region with two “turnstiles.”  All agents move through one of the turnstiles and 
proceed to the forth area, a narrow hallway.  This narrow hallway ends in the final region, the 
extreme right side of the environment where all surviving agents are removed from the system.   
Figure 2 provides a screen shot that illustrates the model. 

 

 

Figure 2  General Simulation Setup 
 
 
The Agents 

 
There are three types of agents in the model: Security, Civilians, and Sensors.  Security 

agents are generally homogeneous, except that they have different “stations.”  Some security 
agents are stationed forward, in the middle of the wide hallway; the other security agents are 
stationed around the turnstiles.  The security agent behaviors are relatively homogenous.  If 
civilians are within range of the security agent and they have a suspicion level that is greater than 
the security threshold then, if there are more than one other security agents around, they will 
detain the civilian.  All security agents can pursue civilians that fall into that category, save a 
small number permanently manning the turnstiles.   

 
Civilian agents are instantiated during runtime.  The number created each time-step is 

drawn from a random-exponential distribution.  Upon instantiation civilians have a 0.005% 
chance of becoming either an individual with a gun or a bomb (but not both).  If they have a 
bomb then they also set a trigger for themselves.  This trigger is a value based upon the 
activation energy curve (described supra) and if, during the course of the run, their perceptions 
of the situation yield a value greater than their trigger they will explode their bomb killing 
themselves and some number of people around them.  Data are gathered from civilians when 
events of interest happen to them.  These events include: creation, detainment, first detection and 
first detection that increased their suspicion level above the security threshold, suicide bombing, 
and anytime they are removed from the simulation. 
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The Sensors 

 
Sensors are categorized by one of three types; two types of passive millimeter wave 

(MMW), and one type of infrared (IR)1.  The sensors are placed in fixed locations about the 
environment.  The primary purpose of the sensors is the detection and classification of concealed 
weapons under a person’s clothing at this public venue. It is often desirable to screen people 
from a standoff distance to reduce the chances of long lines or unnecessary crowding. However, 
the composition, placement, and tasking of semi-autonomous sensor assets, the extraction and 
utilization of actionable information from these systems, and the generation of reasonable 
concepts of operations are important problems that have not yet been resolved.  

 
The first stage of this effort involved the development of passive MMW sensor models 

that can be used to accurately predict the detection and classification probabilities of concealed 
weapons at range.  In the MMW band, objects are described by their apparent temperature–a 
combination of the actual temperature and the temperature of the reflected background. For a 
metallic object, the apparent temperature is basically the background temperature. A passive 
MMW imager uses a radiometer (energy detector) to estimate the apparent temperature in a 
beam pointed at the object. After accounting for system noise and possible antenna losses, the 
effective contrast temperature between an object and its background across each beam can be 
determined as a function of the imager aperture size, focal length, detector time-bandwidth 
product, weapon size, sky and ground temperatures, and the corresponding weapon emissivities 
(the amount an object radiates). The detection probability is determined using the effective 
contrast temperature and the number of beams covering the object at a fixed false alarm 
probability. A similar procedure is used to determine the classification probabilities for various 
weapon sizes and shapes with possibly different material compositions. 

 
The simulation uses these detailed high fidelity models to develop performance curves 

that simulate probability of detection (pd) as well as the probability of false alarms (pfa).  When 
an agent that has a gun or bomb moves through a sensor beam the pd and pfa scaled for distance 
from the sensor are provided as evidence.  The pd and pfa are considered evidence that 
accumulates to increase the suspicion that a given agent is carrying a bomb or a gun.   A random 
variable modeled possible occlusion from clothes and other travelers; this resulted in situations 
where a sensor would not return a “hit” even if a passenger had a bomb or a gun. 
 

EXPERIMENTAL DESIGN 
 

A full factorial design of experiments was used for the initial, exploratory analysis 
reported in this paper.  As initial testing confirmed that the performance of this system is highly 
dependent upon sensor performance and the behavior of the security agents, the experimental 
design varied parameters associated with those features.  Table 1 presents the specific parameters 
and their associated values.  Due to the high degree of randomness in the design, each design 
point was run 25 times for 5000 time-steps.  This gave us a sample size of approximately 70,000 
agents per design point, or 3.5 x 108 total agents. 
 

 

                                                
1 Results using IR sensors are not discussed herein. 



Table 1: Parameter values varied in the initial experiment. 

Parameter Name Parameter Values 
Sensor Degradation  1, 0.75, 0.5 
Security Agent Threshold  0.6, 0.7, 0.8 
Civilian-pd 0.012, 0.0125, 0.013 
 

Sensor degradation is a parameter that affects the sensor’s likelihood of detecting an 
agent.  If the agent is detected then the sensor reports back the appropriate pd to the Bayesian 
Updater (BU).  As described supra, the BU creates a “suspicion” score for each agent detected 
by the sensors.  The BU assumes independence of observations to manage the combinatorial 
complexity that would result from determining a myriad of conditional probabilities, similar to 
an approach taken in a recent technical report from General Electric (Skatter 2005).  The security 
agent set a suspicion level threshold that sets the trigger when the security agent will attempt to 
detain a civilian agent.  Finally, the Civilian-pd models the probability of detection that is passed 
to the BU as evidence for determining the suspicion level of a civilian (an agent without a bomb 
or a gun). 

 
The simulation introduced several modeling constructs.  Specifically, sensor degradation 

was defined as an abstract concept to scale how well the sensors deal with very noisy 
environments and to specifically model phenomena such as sensor occlusion.  Varying the 
security agent threshold allowed an exploration of the effects of the faith the security agents have 
in their sensor information.  The higher the threshold the higher the necessary information 
required before a suspicious individual will be detained.  Finally, varying the civilian-pd provide 
a path explore the effects of changes to the sensor fusion algorithm.  When civilian-pd values are 
greater than 0.01 the suspicion level of a civilian will increase.  At values of about 0.02 this 
growth is very slight but non-linear.  Therefore, if the civilian chooses a path that leads them 
through many sensors or causes them to linger in a sensor field they eventually may have a 
suspicion score that is greater than the security agents’ threshold for action.  The results of this 
experiment are presented, infra. 
 

SIMULATION RESULTS  
 

Overall, the sensor suite was able to identify roughly 96% of the bombs and guns that 
were being carried into the venue.   There was a larger variance for detecting bombs versus guns, 
but both performed reasonably well considering that the scalar was dropped to 50%, meaning 
that in a given time-step there was only a 50% probability that a sensor would register a hit on an 
agent who had a gun or bomb.  Table 2 provides a summary of the simulation results. 

 
As part of the experiment we investigated how increasing the likelihood that “innocent” 

agents would be incorrectly determined to have a bomb or gun by virtue of being in the sensor’s 
range when an actual threat was detected.  For a very small increase (<0.5%), the likelihood of 
the “innocent” agent being falsely detained rose significantly.  This is seen as the probability of 
false detainment that has a mean of 0.648, but a large standard deviation of .466 and a range of 
values of 0.991. 
 
 



 

Table 2: Result Summary  

Variable Mean StDev Minimum Maximum Range 
P(Detect_Bomb) 0.955 0.023 0.906 0.993 0.086 
P(Detect_Gun) 0.968 0.013 0.944 0.993 0.049 
P(Miss_Gun_Bomb) 0.040 0.013 0.010 0.068 0.058 
P(Correct Detainment) 0.960 0.013 0.932 0.990 0.058 
P(False Detainment) 0.648 0.466 0.000 0.991 0.991 

 
Although the simulation was highly stylized, some clear areas of optimality were 

observed.  Consider the probability of correct detainment shown in Figure 3.  At low suspicion 
levels (meaning more likely to detain) and low scalar (meaning less sensor hits) the probability 
of correct detainment falls significantly.  This trend is even more pronounced in the diagram 
illustrating the probability for correctly detecting a bomb.  Interestingly enough, while this area 
has non-optimal performance for the probability of detecting a bomb, there are other apparent 
areas of even poorer performance.  Similarly, the performance of the probability for missing a 
gun or a bomb is non-optimal in this area. 

  
By way of comparison, Kaplan (2005) offers an idealized assessment of the operational 

effectiveness of sensors.  Specifically, he describes the probability of timely detection given 
detection of the device on arrival shown as Equation 2 (Idealized Probability of Timely 
Detection Given Detection on Arrival): 
 

 

Figure 3  Surface Plots: Prob(event) vs. Suspicion Threshold and Scalar 
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where L is the distance to the target, l is the distance to detection and E(L) is the mean distance 
to the target. 
 

In the simulation setup, the distance to detection was 40 meters and the distance to the 
target was 268 meters.  Entering these parameters into Equation 2 yields an idealized timely 
detection of .983, given that the bomber was detected.  This corresponds reasonably well to the 
summarized results from the simulation, which yielded a probability of .960, indicating that 4 
percent of the bombers/gunners were able to either attack or get through the security.   
 

INSIGHTS 
 
The importance of effectively identifying hazardous materials on potential passengers 

cannot be overestimated.  Los Angeles International Airport is anticipating in excess of 78 
million passengers per year by 2015, up from 68 million in 2000.  Historically, 65 percent of the 
attacks on airports resulted from portable explosives as well as the majority of the 4280 fatalities 
resulting from attacks on aircraft (Schell 2003).  Cleary, aggressive use of technology and 
innovative tactics are critical to attempt to mitigate this very real threat. 

 
Our exploratory research results indicate that by using optimistic sensor models and 

stylized agent behaviors, roughly 96% of the guns or bombs would be detected or interdicted.  
These estimates are extremely preliminary but compare favorably to the theoretical calculations.  
However, the simulation does give cause for concern.  While individual sensor performance was 
modeled accurately and to published specifications for MMW and IR radars, perfect tracking 
was assumed which facilitated the accumulation of evidence.  In essence, once an agent was 
identified as possessing a gun or a bomb a probability was ascribed to the agent and subsequently 
modified as additional evidence was gathered.  In practice in a crowded venue such as a stadium 
or airport, such perfect tracking is impossible and disambiguating radar hits is non-trivial.  The 
net result is that it is likely that the numbers presented here are optimistic.  Consequently it is 
reasonable to infer that a purely technical solution will likely not provide adequate security.  

 
To address this gap there are a number of tactics that the blue agents can employ to 

enhance their technical advantage.  This is consistent with the current state of the practice that 
seeks to increase the security capability of airport personnel with techniques such as behavioral 
pattern recognition (Elliott 2006) which train personnel to spot and understand erratic behavior.  
Towards this end, additional experimentation is warranted to develop creative blue tactics that 
will increase the perceived contextual distance of red agents and reduce the likelihood of 
undesirable action. 
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